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Scene Graph Generation with Hierarchical Context
Guanghui Ren, Lejian Ren, Yue Liao, Si Liu, Bo Li, Jizhong Han, Shuicheng Yan, Fellow, IEEE

Abstract—Scene graph generation has received increasing
attention in recent years. Enhancing the predicate representations
is an important entry point to this task. And the methods
to fully investigate context for representation enhancement are
various. In this paper, we analyze the decisive factors which can
significantly affect the relation detection results. Our analysis
shows that spatial correlations between objects, focused regions
of objects and global hints related to the relations have strong
influences in relation prediction and contradiction elimination.
Based on our analysis, we propose a Hierarchical Context
Network (HCNet) to generate scene graph. HCNet consists of
three contexts including interaction context, depression context
and global context, which integrates information from pair level,
object level and graph level. The experiments show that our
method outperforms the state-of-the-art methods on the Visual
Genome (VG) dataset.
Index Terms—Scene graph generation, Context aggregation,
Attention mechanism

I. I NTRODUCTION
OMPUTER vision has made great progresses in recent
years thanks to deep learning and tremendous growth of
computing power. Vision tasks such as classification [1]–[3],
detection [4]–[7] and segmentation [8]–[10] are now capable
for many industry applications. Scene graph generation [11]–
[13], which can be applied to many visual applications like
Q&A [14], [15], searching [11], [16], reasoning [17], [18] and
so on, is attracting increasing research interests.
A scene graph can be decomposed into multiple triplets consisting of subject, predicate and object such as hcat, on, sof ai,
hperson, wear, shirti. So the relation prediction problem, to
some extent, can be considered as a subject and object pairwise classification problem. For traditional classification, the
most critical factor that leads to high performance is emblematic features that different kind of features refer to different
object categories. However, for relation prediction, simply
using two representative object features in some cases don’t
result in correct results. The potential reason is that relations
are not reflected in such representation. This finding inspires
us to think about how human recognize object relations. One
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Fig. 1. Three factors of relation prediction. For an a) image, b) spatial
correlations including different relative location and size, c) focused regions of
objects and d) surrounding hints affect the prediction from different aspects.

explanation is that when we look at an image, we not only
focus on the objects themselves, but also notice their spatial
correlations, the regions they interact with each other and
the overall situation. Figure 1 shows an example. Given an
image, human can easily predict hwoman, beside, horsei. We
summarize three factors that can affect the prediction.
•

•

•

Spatial correlations: The relative location of objects
narrows down the search space because relations usually
emerge with obvious geometry correlations. The relative
size depicts the depth of two objects: the bigger, the
nearer. In addition, the sizes of objects with relation
should be in the same order of magnitude or follow the
normal ratio. Otherwise, there are no relations between
them. With the help of spatial correlations, the relation
between woman and horse may be diverse as shown in
Figure 1 (b). It can be “ride” if the woman is in the
top left of the horse or “beside” if the woman and horse
are in the same horizontal position. Besides, it might be
“background” (no relation) if the sizes of two objects
differ too much.
Focused regions of objects: the focused regions of
objects contribute to eliminate contradictions. As Figure
1 (c) shows, if we could focus on the regions related
to the relation (e.g.,, the hand with rope and the head of
horse) and ignore the irrelevant regions (e.g.,, background
clusters), we will be more likely to make the right
prediction.
Surrounding hints: The surrounding hints provide global
information so that the relations are constrained to
meet the global requirement. For example, as Figure
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Fig. 2. Framework of our Hierarchical Context Network. Given an input image, the subject, predicate and object are estimated by mining hierarchical context,
including interaction context, depression context as well as global context.

1 (d) shows, the relation between woman and horse
needs to be compatible with the other relations like
hman, beside, womani. And hwoman, beside, horsei is
more compatible with hman, beside, womani rather than
hwoman, ride, horsei.
In this paper, we propose a Hierarchical Context Network
(HCNet) for scene graph generation. Our approach takes all
above factors into consideration and uses hierarchical contexts
to represent the information for relation. The contexts include
interaction context, depression context and global context.
1) The interaction context captures the spatial correlations
between objects. We estimate spatial aligned features by
keeping the subject/object region in union feature respectively
to preserve the spatial correlations. 2) The depression context
is designed to inhibit the irrelevant information in feature
maps. Meanwhile, the relevant information is enhanced. Note
that the irrelevant information includes not only background
clutters but also object regions which are not related to the
specific relation. To this end we propose a channel-wise
feature refinement method. 3) The global context contains the
related relations and scene information in an image which
provides surrounding hints to relation prediction. We use the
global context in two ways. On one hand, we refine the final
relation representation with the context estimated by correlated
relations. On the other hand, we use the feature of the whole
image in the relation representations which gives a rise to
surrounding awareness.
To summary, in this paper, we propose a Hierarchical
Context Network for scene graph generation. The HCNet gathers information for relation prediction from different aspects.
The interaction context captures the spatial correlations of
objects while the depression context filters out the irrelevant
information meanwhile focuses on informative regions. The
global context finally refines the prediction results. Our HCNet
outperforms the state-of-the-art methods in the relation dataset
Visual Genome [19].

II. R ELATED W ORK
The visual relation detection [13], [20]–[33] has received
increasing attention in recent years. Earlier methods solve this
problem by treating all visual phrases [34], [35] as different
categories. However, it turns intractable when the number of
categories increases. Recently, most works consider the objects
and relations separately. According to whether object detection
is used, these methods can be divides into two categories,
namely detection based and detection free approaches.
The detection based approaches usually have a two-stages
pipeline. First, bounding boxes are generated using the detection framework (e.g.,, Faster RCNN [5]). Second, the relations
among the objects are predicted. In this paper, we mostly
focus on the second stage. The most straightforward way is
combining the subject and object features together and feeding
them to the following classifier. However, the accuracy is
unsatisfactory because the naive combination ignores the contextual information. To prevent the prediction in isolation, Xu
et al. [13] enrich the representations with surrounding context.
This work generates graph using standard RNNs and learned to
iteratively improve its predictions via message passing. In their
work, message passing exchanged the information between
node GRUs and edge GRUs to estimate the context. Another
representative work proposed by Rowan et al. [20] treats
context as object context and edge context. These contexts
are computed using bidirectional LSTM as encoders followed
by decoders to decode the object and relation categories. Dai
et al. [22] present a Deep Relational Network to exploit the
statistical dependencies between objects and their relations.
Zhang et al. [21] propose a Visual Translation Embedding
network (VTransE) which places objects in a low-dimensional
relation space where a relation can be modeled as a simple
vector translation, e.g.,, subject + predicate ≈ object.
The detection free approaches generate scene graph from
another perspective. Newell et al. [26] generate scene graph
from pixels by associate embedding. This work produces all
object and relation detections at once. Objects with similar
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embeddings are considered to be the identical object. Klawonn
et al. [27] firstly utilize the Generative Adversarial Network
[36] with attention mechanism to generate scene graph. The
GAN with different random noise input could pay attention to
different regions and finally generate a variety of triplets. The
discriminator distinguishes the fake triplets from the real one.
Different from previous works that enrich the predicate
representation using only single triplet information, our work
comprehensively mine hierarchical context to assist relation
prediction. More specifically, we first resort to the interaction
context to explicitly encode the relative location and size of
the subject and object. Moreover, we also mine the depressing
context inside union box of subject and object, aiming to
enhance informative object parts and filter out distractive
regions. Last but not least, global context is fully exploited
to consider the correlations between relations to further boost
the relation prediction accuracy.

3

FC

(a)

Concat
FC

fobj

msub

A. Interaction Context
For a pair-wise classification problem, the straightforward
way of feature representation is to combine the subject and
object features as shown in Figure 3 (a). Given the bounding
boxes of subject and object, their features are extracted independently and concatenated without alignment. It results in
the missing of relative location and size information between
them. The spatial correlations, including relative location and
size, serve as important interaction context to distinguish
different relations from the spatial perspective. Relative location determines the possible types while the relative size
contributes to judging the existence of certain relation.
Figure 3 (b) shows the process of interaction feature
extraction. The bounding boxes of subject and object are
denoted as Bsub and Bobj respectively. The union bounding
box Buni = Bsub ∪ Bobj . We obtain the a binary mask
msub = Buni ∩ Bsub to identify the relative location and size
of the subject with respect to the union. mobj = Buni ∩ Bobj
is defined similarly. fvis denotes the output of visual feature

fsub

(b)

Concat

funi

III. SGG WITH HIERARCHICAL CONTEXT
The overview of our HCNet is shown in Figure 2. The
framework consists of two components, namely the detection
module and relation prediction module. Given an input image,
the bounding boxes of subject and object detected by Faster
RCNN [5] are united to extract the union feature. The relation
prediction module is composed of interaction context, depression context and global context. These hierarchical contexts
contribute to gather information from different aspects. More
specifically, the subject/object features are then obtained by
keeping the intersection region of subject/object and union
bounding box. Here interaction context is preserved. Next,
these features are concatenated to generate depression context which depresses the unimportant channels. The relation
representation is refined using global context composed of
surrounding corresponding relations. Finally the relation representation together with scene information are used to predict
the predicate. Next, we will elaborate each context.

fsub

mobj

fobj

Fig. 3. Illustration of interaction context. Different from a) concatenating
subject and object directly, b) interaction context aligns these two objects to
keep the spatial correlations before concatenation.

extractor, e.g.,, Conv5 3 in the VGG-16 backbone. The interaction feature fint of the subject and object is calculated via
Equation 1.
funi = RoIAlign(fvis , Buni )
fsub = funi ⊗ msub , fobj = funi ⊗ mobj
fint = [fsub , fobj ]

(1)

Firstly, RoIAlign [37] is used to exact the feature of the
union funi based on Buni and fvis . It preserves the spatial
information as much as possible. Secondly, the subject and
object features fsub and fobj are obtained by multiplying msub
and mojb with funi , where pixel-wise multiplication is denoted
by ⊗. Finally these two masked feature maps are concatenated
as fint , which is the interaction feature of the triplet. Note that
the bounding boxes are in image scale while the feature are
not. The boxes from image scale to feature map scale may
result in divisibility problem. To adddress this problem we
use interpolation to set the value of the mask edge in the
feature map scale. Because the subject and object features are
stacked with alignment, the relative location and relative size
are explicitly embedded in our feature fint .
B. Depression Context
As mentioned earlier, the bounding boxes of subject and
object are denoted as Bsub and Bobj respectively in the
scene graph generation. We argue that bounding boxes are
too coarse for relation prediction from the following two
aspects. (i) it’s inevitable that some boxes contain the cluttered
background or unrelated objects. For example in the relation
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Fig. 4. Illustration of depression context. The color shade stands for the
importance. The depression context generated is multiplied to original feature
to control the importance of different channels for enhancing/depressing the
relevent/irrelevant regions.

hglass, on, tablei, the bounding box of table may contain
other stuffs on the table, e.g.,, dishes, fruits. These distractions
reduce the representation ability of the features and affect
the subsequent relation prediction. (ii) different parts take
on different degrees of importance for relation prediction.
For example in the relation hperson, play, balli, even though
both hands and human body are inside the bounding box of
person, the hands obviously are more important for estimating
the predicate. Therefore, we believe higher accuracy can be
achieved if the model focuses on the informative object parts,
simultaneously depresses the cluttered background, other unrelated objects and less important object parts.
Many previous works [7], [38], [39] have proved that in
the deep layers of detection model, different feature channels
relate to different semantic meanings, e.g.,, different object
parts. Based on the finding, we design a sub-network (shown
in Figure 4) to estimate the informativeness score of each
channel, where higher value indicates more importance. By
multiplying each channel with the corresponding informativeness score, irrelevant parts of object, cluttered background and
distracted surrounding objects are depressed while the relevant
object parts are enhanced.
As shown in Figure 4, we compress the interaction feature
fint ∈ RC×W ×H into a vector hpool ∈ RC×1×1 by global
average pooling, where C, W and H are the channel, width
and height of the feature map respectively. hpool aggregates
the representative information in each channel. Later, one 128d and another 512-d fully connected layers with T anh(·) are
used to learn the depression context feature hdep ∈ RC×1×1 .
fint is firstly depressed by hdep and further combined with
dep
fint to produce fint
via:
dep
fint
= fint × hdep + fint .

(2)

Ablation experiments in Section V show the advantage of
dep
using fint
over fint .
C. Global Context
No matter the subject/object or union feature, they are
all extracted from the Regions Of Interest which have a
limited receptive filed. The lack of global perception may
cause contradictory prediction, e.g.,, hman, sit on, sof ai and
hdog, on, grassi appears in the same image, which is rare. To
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Fig. 5. Illustration of global context. Global context intents to make the
prediction compatible with correlated relations.

this end, the global context is proposed to remedy the lack
of information. The global context is composed of two parts,
relation refinement and scene aggregation, which exploits
global information in different ways.
Relation Refinement: [40] proposed a basic attention
module named “Scaled Dot-Product Attention” for machine
translation. The input consists of queries and keys, and values.
Dot product is performed between the query and all keys to
obtain their similarity. A softmax function is applied to obtain
the weights on the values. Given a query q, all keys (packed
into matrices K) and values (packed into V), the output value
is the weighted average over input values. This inspires us
to think about the correlations between relations. In fact, the
relation does not appear in isolation. One may give rise to
another. For example, there’s a high possibility that we are
sitting on sofa/chair when we are watching TV.
Following [40], we demonstrate this process in Figure 5.
Specifically, given N objects pairs, subject Si and object Oi ,
dep
we firstly obtain the fint
following previous sections. Next,
we can get coarse predicate prediction via:
dep
PSi ,Oi = θ(fint
),

(3)

where θ denotes two 3x3 convolution and one 512-d fully
connected layer. Secondly, for predicate PSi ,Oi , We can get
other predicates PSj ,Oj whose subject or object is the same
as PSi ,Oi . Then the relation refinement can be defined as:
m
X

dot(PSi ,Oi WQ , PSj ,Oj WK )
√
)PSj ,Oj WV
dk
j=1
(4)
where m denotes the correlated relations (with same subject
or object, PSi ,Oi√included), WK , WQ and WV are linear
projections, and dk is the feature dimension after projection for prohibiting numerical problem. In order to increase
i
diversity, we use two groups of linear projections(WK
∈
i
512×dv
512×dk
i
512×dk
, WV ∈ R
and i ∈ [1, 2])
R
, WQ ∈ R
following [40]. For each of these we use dk = dv = 512/2
= 256. Next, the two P̃ are concatenated to estimate the final
representation. In this way, the final relation prediction is not
dominated by current relation itself, but all correlated relations.
Then the contradiction can be alleviated.
Scene Aggregation: Scene determines the rationality of a
relation. So it can play a role as complement information. To
incorporate the scene information into the relation representations, we reuse the feature maps generated by the visual feature
P̃Si ,Oi =

Sof tmax(
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TABLE I
C OMPARISON WITH EXISTING METHODS ON SGG EN , SGC LS AND P RED C LS . W E REPORT AVERAGE OVER 5 RUNS . (%).
method
Message Passing [13]
Px2graph [26]
Graph R-CNN [25]
MotifNet [20]
Ours

SGGen
R@50
20.7
8.1
11.4
27.2
28.0±0.04

R@20
14.6
6.5
21.4
22.6±0.06

R@100
24.5
8.2
13.7
30.3
31.2±0.02

R@20
31.7
18.2
32.9
34.2±0.05

SGCls
R@50
34.6
21.8
29.6
35.8
36.6±0.02

R@100
35.4
22.6
31.6
36.5
37.3±0.04

R@20
52.7
47.9
58.5
59.6±0.02

PredCls
R@50
59.3
54.1
54.2
65.2
66.4±0.03

R@100
61.3
55.4
59.1
67.1
68.8±0.02

TABLE II
COMPARISON AMONG SEVERAL VARIATIONS OF OUR METHOD .

Ablation
Ours w/o Glo, Dep, Int
Ours w/o Glo, Dep
Ours w/o Glo
Ours w/o SA
Ours

R@20
19.3
21.0
22.0
22.5
22.6

SGGen
R@50
24.3
26.5
27.3
27.8
28.0

R@100
28.7
29.4
30.3
30.9
31.2

extractor. The fvis is simply encoded to a vector cscene with
the same dimension as P̃i :
cscene = δ(fvis ).

(5)

Where the δ denotes two 3x3 convolution layers with stride
2 and one 512-d fully connected layer. The cscene is then
concatenated with the original representations to obtain the
final predicate representation:
fpred = [P̃Si ,Oi , cscene ]

(6)

IV. M ODEL T RAINING
We take a two-step training strategy. In the first step, we
froze the weights of the visual extractor and only fine-tune
the relation predictor. The loss of this step is the cross entropy
for the relationship predicates. Then the whole framework is
trained end to end in the second step after the relation predictor
is converged. The loss of this step is sum of the cross entropy
loss for the relationship predicates and the object classes and
the smooth L1 loss for the bounding box offsets. Although
the two steps strategy extends the training time, the training
procedure become more stable and finally we can achieve
higher performance.
V. E XPERIMENT
In this section, we will first introduce experimental setting
including dataset, evaluation metrics and baselines in Section
V-A. The implementation details are presented in Section V-B.
Comparison between our method and baselines as well as
ablation studies are presented in Section V-C. Scene graph
generation results using our method are shown in Section V-D.

R@20
29.7
32.8
33.4
34.0
34.2

SGCls
R@50
34.1
35.3
35.9
36.2
36.6

R@100
35.5
36.1
36.6
36.8
37.3

(%).

R@20
54.5
57.2
58.0
59.3
59.6

PredCls
R@50
61.8
64.8
65.2
65.9
66.4

R@100
65.4
66.7
67.2
68.2
68.8

which is too noisy to use, we practically use the pruned
version by Xu [13] et al., which is also used in [20]. In
total, this version of VG contains 150 object categories and
50 predicates. Each image has a scene graph of around
11.5 objects and 6.2 relationships. The dataset is split to
training, validation and testing set which take up 64.2%, 5.6%
and 29.7% respectively. So we finally get 57723/5000/26446
images for training/validation/testing.
Evaluation Metrics: We evaluate the model performance
from three aspects, Scene Graph Generation (SGGen), Scene
Graph Classification (SGCls) and Predicate classification
(PredCls). SGGen is the most complicated one that needs
to determine the relation between objects after detecting the
boxes and classifying them. SGCls is given ground truth boxes
and PredCls is given both ground truth boxes and object class.
We use R@20, R@50 and R@100 to evaluate the performance
following the conventions [13], [20]. R@K computes the
fraction of times a true relationship is predicted in the top
K confident relation predictions in an image.
Baselines: We compare our network with four state-ofthe-art methods and our baseline. The Message Passing [13]
generates scene graph using standard RNNs and learns to
iteratively improves its predictions via message passing. The
Px2graph [26] learns to simultaneously identify all of the
elements that make up a graph and piece them together
with the use of associative embeddings. The MotifNet [20]
predicts graph elements by staging bounding box predictions,
object classifications, and relationships such that the global
context encoding of all previous stages establishes rich context
for predicting subsequent stages. The Graph R-CNN [25]
models scene graphs as graphs which effectively leverages
object-relationship regularities through two mechanisms to
intelligently reason over candidate scene graphs.

A. Experimental Setting
Dataset: We use the public available dataset Visual Genome
(VG) [19] in this paper. Since the original dataset contains
more than 70K object categories and 40K relation categories

B. Implementation Details
We use the Faster R-CNN [5] to detect objects in images.
The detector is initialized using the weights in [20] which is
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box correspond to uninformative regions which need to be depressed while channels in red box correspond to informative regions. #NUM. denotes the channel
index.

well trained. So we do not retrain the detector from scratch.
The VGG-16 network is used as our network backbone. The
resolution of features after RoIAlign is increased to 13 × 13
because we use the union boxes with higher size. Empirically,
we add the positive and negative sample ratio from 0.25 to 0.5
which leads to high performance. In addition, the learning rate
is set to 0.001 and decrease with the training process in both
two steps. The whole network is optimized using adam [41].
Complete training procedure takes up about 18 hours using
single Nvidia Geforce 1080Ti GPU with batchsize set to 4.
C. Results and Analysis
Table I shows the performance comparison between our
model and the state-of-the-art reported in [20]. Our approach
outperforms other methods in both validation and testing sets.
Here we only present results on testing set. We find that
the improvement is obvious on PredCls task comparing to
SGGen and SGCls as we keep on enhancing the predicate
representation. Note that our experiments follow the graph
constraint as most works did.
Table II shows the ablation results of the hierarchical
contexts.
Interaction Context(Int): By comparing the first and second rows of Table II, we find that “Ours w/o Glo, Dep”

performs better than “Ours w/o Glo, Dep, Int”. All recalls
under SGGen, SGCls and PredCls settings increase a lot.
For example, in the most challenging setting SGGen, the
R@50 improves from 24.3 to 26.5. It shows the importance
of interaction context.
Depression Context(Dep): It can be observed that “Ours
w/o Glo” outperform “Ours w/o Glo, Dep” from the second
and third rows of Table II. For example, the R@50 is increased
from 26.5 to 27.3. The improvements are attributed to the
depression context.
In Figure 6 we visualize how the feature fint evolves to
dep
fint
by applying depression context. Some conclusions can be
dep
drawn. Firstly, the channels of fint and fint
indeed correspond
to object parts, e.g.,, (row 1, column 2), (row 1,column 5),
(row 6, column 5) and (row 6, column 2) correspond to
horse foot, human leg, horseback and background clutter
respectively. Among all channels, the channels corresponding
to human leg and horseback are discriminative while the ones
corresponding to horse foot are uninformative even noisy.
Secondly, comparing with fint , some uninformative, noisy
dep
channels of fint
are depressed. For example, the channels
of horse foot (row 1, column 2) and background clutter (row
6, column 2) are depressed, while the channels of the human
leg (row 1, column 5) and horseback (row 6, column 5) are
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Fig. 7. Scene graph generated by our model with hierarchical contexts integrated at the R@20 setting. Boxes and arrows in green are true positive prediction
that have a overlap >0.5. Boxes and arrows in red are false positive. The rest of them (in blue) are false negative.

enhanced. It greatly assists the relation prediction.
Global Context(Glo): The introduction of global context
including relation refinement and scene sggregation results in
improvement from 27.3 to 28.0 for R@50 comparing to “Ours
w/o Glo”. And Scene Aggregation(SA) leads to improvement
from 27.8 to 28.0 for R@50 comparing to “Ours w/o SA”. In
our experiments, hperson, throw, f risbeei can be predicted
correctly without global context. However, when it comes to
indoor scene, the relation hperson, hold, f risbeei will still be
misclassified as “throw” due to the lack of global awareness.
And this kind of contradiction is alleviated after applying
global context.
Note that in this work we focus on estimating the predicate
representations. The performance on SGGen can be further
improved by optimizing the detector.
D. Qualitative Results
The predicted relation triplets can be gathered to generate
scene graph. Figure 7 shows generated scene graphs using
our approach. We firstly detect the objects then predict the

relation between object pairs. The relations of the same object
are gathered to the same node. We can see that our approach
is able to predict most relations in an image. For example, in
the Figure 7 (row 2, column 1), the relation of “train-1” is
very complicated. Our method can comprehensively mine the
four hwire, above, train − 1i and htrain − 1, on, track − 1i,
although the “wire” and “track” are slender and difficult to
distinguish by human.
However, the results are imperfect. The most common
failure case is the missing detection of small objects, e.g,
the “tail” in (row 1, column 1) and the “windshield” in (row
2, column 1). In this paper, we mainly solve the relation
prediction and leave improving the detectors as future work.
Another case is the confusion between “on” and “of” in (row
2, column 1) and (row 3, column 2). However, we find that
most failure cases result from the ambiguities in defining
these two relation in the groundtruth annotation. Similarly,
“wear”-“wearing”, “man”-“person” and other relations also
cause ambiguities. Our approach also predicts many relations
which is not annotated in the dataset. As (row 3, column 1)
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shows, hhand, holding, racketi and hman, wearing, shirti,
hman, wearing, shorti are all false negative. But from a
human perspective, such predictions are in accordance with
common sense.
VI. C ONCLUSIONS
In this paper, we propose a novel end-to-end Hierarchical
Context Network (HCNet) for scene graph generation. We
summarize the influencing factors for relation prediction and
take all these factors into consideration by applying hierarchical context. The hierarchical context can capture information
from different aspects which is proved to be effective in
relation prediction and contradiction elimination in our experiments. Our future works include (i) the further exploration
on correlations between relations, (ii) mutual reinforcement
between detection and relation prediction, (iii) relation prediction based on segmentation.
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